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[bookmark: _Toc285527625][bookmark: _Toc267404069][bookmark: _Toc331054231]1	Document Overview
[bookmark: _Toc285527626][bookmark: _Toc267404070][bookmark: _Toc331054232]1.1	Document Purpose
[bookmark: _Toc267404071]The purpose of this document is to define a set of test scenarios and procedures that will form the basis for the Unit tests to be used as part of the Exchange Server 2010 Installation Testing.  
[bookmark: _Toc285527627][bookmark: _Toc331054233]1.2	Key Assumptions
The following assumptions have been made in preparation of this document:
· The Testing is to be done in isolation on a vanilla build of Exchange and AD.
· There will be an ability to connect to the internet for some of the tests.
[bookmark: _Toc285527628][bookmark: _Toc267404072][bookmark: _Toc331054234]1.3	Out of Scope
The following items are considered to be out of scope:
· Stress and performance testing.
· Testing against the current infrastructure directly or emulated. 
[bookmark: _Toc285527629][bookmark: _Toc267404073][bookmark: _Toc331054235]1.4	Reference Documents
· Exchange Server 2010 Installation document.
· [bookmark: _Toc285527630]Exchange Server 2010 Test Environment – Detailed Design
[bookmark: _Toc331054236]1.5	Test Environment
The messaging test lab environments will be required to undertake the test scenarios detailed in this document.  All of the components will be available in the Messaging Test Lab; however testing will also be undertaken in production environments throughout the project lifecycle and as part of User Acceptance Testing.


[bookmark: _Toc331054237]2.0	Datacentre Failover
By combining the native site resilience capabilities in Microsoft Exchange Server 2010 Service Pack 1 (SP1) with proper planning, a second datacentre can be rapidly activated to serve the failed datacentre’s clients. A datacentre or site failure is managed differently from the types of failures that can cause a server or database failover. In a high availability configuration, automatic recovery is initiated by the system, and the failure typically leaves the messaging system in a fully functional state. By contrast, a datacentre failure is considered to be a disaster recovery event, and recovery must be manually performed and completed for the client service to be restored, and for the outage to end. The process you perform is referred to as a datacentre switchover. As with many disaster recovery scenarios, prior planning and preparation for a datacentre switchover can simplify the recovery process and reduce the duration of the outage.
There are four basic steps that you complete to perform a datacentre switchover, after making the initial decision to activate the second datacentre:
1. Terminate a partially running datacentre   This step involves terminating Mailbox and Unified Messaging services in the primary datacentre, if any services are still running. This is particularly important for the Mailbox server role because it uses an active/passive high availability model. If services in a partially failed datacentre aren't stopped, it's possible for problems from the partially failed datacentre to negatively affect the services during a switchover back to the primary datacentre.
	Important: 

	If network or Active Directory infrastructure reliability has been compromised as a result of the primary datacentre failure, we recommend that all messaging services be off until these dependencies are restored to healthy service. 


2. Validate and confirm the prerequisites for the second datacentre - This step can be performed in parallel with step 1 because validation of the health of the infrastructure dependences in the second datacentre is largely independent of the first datacentre services. Each organization typically requires its own method for performing this step. For example, you may decide to complete this step by reviewing health information collected and filtered by an infrastructure monitoring application, or by using a tool that's unique to your organization's infrastructure. This is a critical step, because activating the second datacentre when its infrastructure is unhealthy and unstable is likely to yield poor results.

3. Activate the Mailbox servers - This step begins the process of activating the second datacentre. This step can be performed in parallel with step 4 because the Microsoft Exchange services can handle database outages and recover. Activating the Mailbox servers involves a process of marking the failed servers from the primary datacentre as unavailable followed by activation of the servers in the second datacentre. The activation process for Mailbox servers depends on whether the DAG is in database activation coordination (DAC) mode. 

If the DAG is in DAC mode, you can use the Exchange site resilience cmdlets to terminate a partially failed datacentre (if necessary) and activate the Mailbox servers. For example, in DAC mode, this step is performed by using the Stop-DatabaseAvailabilityGroup cmdlet. In some cases, the servers must be marked as unavailable twice (once in each datacentre). Next, the Restore-DatabaseAvailabilityGroup cmdlet is run to restore the remaining members of the database availability group (DAG) in the second datacentre by reducing the DAG members to those that are still operational, thereby re-establishing quorum. If the DAG isn't in DAC mode, you must use the Windows Failover Cluster tools to activate the Mailbox servers. After either process is complete, the database copies that were previously passive in the second datacentre can become active and be mounted. At this point, Mailbox server recovery is complete.

4. Activate the other server roles   This involves using the URL mapping information and the Domain Name System (DNS) change methodology to perform all required DNS updates. The mapping information describes what DNS changes to perform. The amount of time required to complete the update depends on the methodology used and the Time to Live (TTL) settings on the DNS record (and whether the deployment’s infrastructure honours the TTL).
Users should start to have access to messaging services sometime after steps 3 and 4 are completed. 


[bookmark: _Toc331054238]3.0	Terminating a failed Datacentre
If any DAG members in the failed datacentre are still running, they should be terminated. 
When the DAG is in DAC mode, the specific actions to terminate any surviving DAG members in the primary datacentre are as follows:
1. The DAG members in the primary datacentre must be marked as stopped in the primary datacentre. Stopped is a state of Active Manager that prevents databases from mounting, and Active Manager on each server in the failed datacentre is put into this state by using the Stop-DatabaseAvailabilityGroup cmdlet. The ActiveDirectorySite parameter of this cmdlet can be used to mark all of the servers in the primary datacentre as stopped with a single command. This step may not be possible depending on the failure. This step should be taken if the state of the datacentre permits it. The Stop-DatabaseAvailabilityGroup cmdlet should be run against all servers in the primary datacentre. If the Mailbox server is unavailable but Active Directory is operating in the primary datacentre, the Stop-DatabaseAvailabilityGroup command with the ConfigurationOnly parameter must be run against all servers in this state in the primary datacentre, or the Mailbox server must be turned off. Failure to either turn off the Mailbox servers in the failed datacentre or to successfully perform the Stop-DatabaseAvailabilityGroup command against the servers will create the potential for split-brain syndrome to occur across the two datacentres. You may need to individually turn off computers through power management devices to satisfy this requirement.

2. The second datacentre must now be updated to represent which primary datacentre servers are stopped. This is done by running the same Stop-DatabaseAvailabilityGroup command with the ConfigurationOnly parameter using the same ActiveDirectorySite parameter and specifying the name of the Active Directory site in the failed primary datacentre. The purpose of this step is to inform the servers in the second datacentre about which mailbox servers are available to use when restoring service.
When the DAG isn't in DAC mode, the specific actions to terminate any surviving DAG members in the primary datacentre are as follows:
1. [bookmark: CodeSnippetCopyLink]The DAG members in the primary datacentre must be forcibly evicted from the DAG's underlying cluster by running the following commands on each member:
net stop clussvc
cluster <DAGName> node <DAGMemberName> /forcecleanup
2. The DAG members in the second datacentre must now be restarted and then used to complete the eviction process from the second datacentre. Stop the Cluster service on each DAG member in the second datacentre by running the following command on each member:
net stop clussvc
3. On a DAG member in the second datacentre, force a quorum start of the Cluster service by running the following command:
net start clussvc /forcequorum
4. Open the Failover Cluster Management tool and connect to the DAG's underlying cluster. Expand the cluster, and then expand Nodes. Right-click each node in the primary datacentre, select More Actions, and then select Evict. When you're done evicting the DAG members in the primary datacentre, close the Failover Cluster Management tool.


[bookmark: _Toc331054239]4.0	Activating Mailbox Servers
The steps needed to activate Mailbox servers during a datacentre switchover also depend on whether the DAG is in DAC mode. Before activating the DAG members in the second datacentre, we recommend that you validate that the infrastructure services in the second datacentre are ready for messaging service activation.
When the DAG is in DAC mode, the steps to complete activation of the mailbox servers in the second datacentre are as follows:
1. The Cluster service must be stopped on each DAG member in the second datacentre. You can use the Stop-Service cmdlet to stop the service (for example, Stop-Service ClusSvc), or use net stop clussvc from an elevated command prompt.

2. The Mailbox servers in the standby datacentre are then activated by using the Restore-DatabaseAvailabilityGroup cmdlet. The Active Directory site of the standby datacentre is passed to the Restore-DatabaseAvailabilityGroup cmdlet to identify which servers to use to restore service and to configure the DAG to use an alternate witness server. If the alternate witness server wasn't previously configured, you can configure it by using the AlternateWitnessServer and AlternateWitnessDirectory parameters of the Restore-DatabaseAvailabilityGroup cmdlet. If this command succeeds, the quorum criteria are shrunk to the servers in the standby datacentre. If the number of servers in that datacentre is an even number, the DAG will switch to using the alternate witness server as identified by the setting on the DAG object.

3. The databases can now be activated. Depending on the specific configuration used by the organization, this may not be automatic. If the servers in the standby datacentre have an activation blocked setting, the system won't do an automatic failover from the primary datacentre to the standby datacentre of any database. If no failover restrictions are present for any of the database copies in the standby datacentre, the system will activate copies in the second datacentre assuming they are healthy. If databases are configured with an activation blocked setting that requires explicit manual action, there are two choices for action:

1. Clear the setting that blocks activation. This will make the system return to its default behaviour, which is to activate any available copy.

2. Leave the setting unchanged and use the Move-ActiveMailboxDatabase cmdlet to complete the database activation in the second datacentre. To complete this step using the Move-ActiveMailboxDatabase cmdlet when activation blocked is set, you must explicitly identify the target of the move.

4. The last step is to review all error and warning messages from the tasks. Any indicated warnings should be followed up and corrected. The task design model for these commands is to only fail if they can't achieve the fundamental goal of their design. For example, the Restore-DatabaseAvailabilityGroup cmdlet will fail if it can't shrink the quorum of the DAG to allow a server in the second datacentre to be restarted for servicing without causing a quorum outage. However, each task's output is also used to identify the issues that require administrator follow-up. You're strongly encouraged to save all task output and review it for follow-up actions.
When the DAG isn't in DAC mode, the steps to complete activation of the mailbox servers in the second datacentre are as follows:
1. The quorum must be modified based on the number of DAG members in the second datacentre.
a. If there's an odd number of DAG members, change the DAG quorum model from a Node a File Share Majority to a Node Majority quorum by running the following command:
	cluster <DAGName> /quorum /nodemajority
b. If there's an even number of DAG members, reconfigure the witness server and directory by running the following command in the Exchange Management Shell:
	Set-DatabaseAvailabilityGroup <DAGName> -WitnessServer <ServerName>
2. Start the Cluster service on any remaining DAG members in the second datacentre by running the following command:
net start clussvc
3. Perform server switchovers to activate the mailbox databases in the DAG by running the following command for each DAG member:
Move-ActiveMailboxDatabase -Server <DAGMemberinPrimarySite> -ActivateOnServer <DAGMemberinSecondSite>
4. Mount the mailbox databases on each DAG member in the second site by running the following command:
       Get-MailboxDatabase <DAGMemberinSecondSite> | Mount-Database
5. Because public folder databases don't use continuous replication and instead rely on public folder replication for high availability, the behaviour for Outlook clients reconnecting to a public folder database after a datacentre switchover depends on a site-resilient public folder architecture and the health and currency of your public folder databases. To re-establish public folder connectivity for Outlook clients, simply change the default public folder for the mailbox database to point to a public folder database in the second site.


[bookmark: _Toc331054240]5.0	Restoring Service to Primary Datacentre
Generally, datacentre failures are either temporary or permanent. With a permanent failure, such as an event that has caused the permanent destruction of a primary datacentre, there's no expectation that the primary datacentre will be activated. However, with a temporary failure (for example, an extended power loss or extensive but repairable damage), there's an expectation that the primary datacentre will eventually be restored to full service.
The process of restoring service to a previously failed datacentre is referred to as a switchback. The steps used to perform a datacentre switchback are similar to the steps used to perform a datacentre switchover. A significant distinction is that datacentre switchbacks are scheduled, and the duration of the outage is often much shorter.
It's important that switchback not be performed until the infrastructure dependencies for Exchange have been reactivated, are functioning and stable, and have been validated. If these dependencies aren't available or healthy, it's likely that the switchback process will cause a longer than necessary outage, and it’s possible the process could fail altogether.


[bookmark: _Toc331054241]6.0	Mailbox Server Switchback
The following steps detail the Mailbox server role switchback process:
1. As part of the datacentre switchover process, the Mailbox servers in the primary datacentre were put into a stopped state. When the environment (such as primary datacentre, Exchange dependencies, and wide area network (WAN) connectivity) is ready, the first step is to put the Mailbox servers in the restored primary datacentre into a started state and incorporate them into the DAG. The way in which this is done depends on whether the DAG is in DAC mode.

1. If the DAG is in DAC mode, you can reincorporate the DAG members in the primary site by using the Start-DatabaseAvailabilityGroup cmdlet. Then, to make sure that the proper quorum model is being used by the DAG, run the Set-DatabaseAvailabilityGroup cmdlet against the DAG without specifying any parameters.

2. If the DAG isn't in DAC mode, you can reincorporate the DAG members by using the Add-DatabaseAvailabilityGroupServer cmdlet.

2. After the Mailbox servers in the primary datacentre have been incorporated into the DAG, they will need some time to synchronize their database copies. Depending on the nature of the failure, the length of the outage, and actions taken by an administrator during the outage, this may require reseeding the database copies. For example, if during the outage, you remove the database copies from the failed primary datacentre to allow log file truncation to occur for the surviving active copies in the second datacentre, reseeding will be required. Each database can individually proceed from this point forward. After a replicated database copy in the primary datacentre is healthy, it can proceed to the next step.
	Note: 

	This process doesn't require that all databases be moved at the same time. You are encouraged to move the majority of your organization's databases at one time, but some databases many linger in the second datacentre if there are issues associated with the database copies in the primary datacentre. 


3. After a majority of the databases are in a healthy state in the primary datacentre, the switchback outage can be scheduled. When the scheduled time arrives, the following steps must be taken:

1. During the datacentre switchover process, the DAG was configured to use an alternate witness server. The DAG must be reconfigured to use a witness server in the primary datacentre. If you are using the same witness server and witness directory that was used prior to the primary datacentre outage, you can run the Set-DatabaseAvailabilityGroup -Identity DAGName command. If you plan on using a witness server or witness directory that is different from the original witness server and directory, use the Set-DatabaseAvailabilityGroup command to configure the witness server and witness directory parameters with the appropriate values.

2. The databases being reactivated in the primary datacentre should be dismounted in the second datacentre. You can use the Dismount-Database cmdlet to dismount the databases.

3. After the databases have been dismounted, the Client Access server URLs should be moved from the second datacentre to the primary datacentre. This is accomplished by changing the DNS record for the URLs to point to the Client Access server or array in the primary datacentre. This will result in the system acting as though a database failover has occurred for each database being moved.
	Important: 

	Don't proceed to the next step until the Client Access server URLs have been moved and the DNS TTL and cache entries have expired. Activating the databases in the primary datacentre prior to moving the Client Access server URLs to the primary datacentre will result in an invalid configuration (for example, a mounted database that has no Client Access servers in its Active Directory site). 


4. Because each database in the primary datacentre is in a healthy state, it can be activated in the primary datacentre by performing database switchovers. This is accomplished by using the Move-ActiveMailboxDatabase cmdlet for each database that will be activated.

5. After each database is moved to the primary datacentre, it can be mounted by using the Mount-Database cmdlet.


[bookmark: _Toc331054242]7.0	Test Procedures
[bookmark: _Toc331054243]7.1	DC failure in UKLAB1

	Test ID: 
	DCFAIL-101

	Procedure Description:
	DC failure in UKLAB1

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Please refer to section 3 and 4 of this document

	2.
	

	Expected Result
	Successful failover to UKLAB2 DC

	Actual Result
	



[bookmark: _Toc331054244]7.2	Test Client connectivity for UKLAB1 User 

	Test ID: 
	DCFAIL-102

	Procedure Description:
	Test Client Connectivity for UKLAB1 User

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Launch Outlook for a user that resided on a mailbox server on UKLAB1

	2.
	Test connection to Outlook / Entourage

	Expected Result
	Successful connect to Outlook and send / receive mail

	Actual Result
	






[bookmark: _Toc331054245]7.3	DC Failure in UKLAB2

	Test ID: 
	DCFAIL-103

	Procedure Description:
	DC failure in UKLAB2

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Please refer to section 3 and 4 of this document

	2.
	

	Expected Result
	Successful failover to UKLAB2 DC

	Actual Result
	



[bookmark: _Toc331054246]7.4	Test Client connectivity for UKLAB2 User 

	Test ID: 
	DCFAIL-104

	Procedure Description:
	Test Client Connectivity for UKLAB2 User

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Launch Outlook for a user that resided on a mailbox server on UKLAB2

	2.
	Test connection to Outlook / Entourage

	Expected Result
	Successful connect to Outlook and send / receive mail

	Actual Result
	






[bookmark: _Toc331054247]7.5	Restore to Primary DC UKLAB1

	Test ID: 
	DCFAIL-105

	Procedure Description:
	Restore to Primary DC UKLAB1

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Please refer to section 5 and 6 of this document

	2.
	

	Expected Result
	Successful restored to UKLAB1 DC

	Actual Result
	



[bookmark: _Toc331054248]7.6	Test Client connectivity for UKLAB1 User 

	Test ID: 
	DCFAIL-106

	Procedure Description:
	Test Client Connectivity for UKLAB1 User

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Launch Outlook for a user that resides on a mailbox server on UKLAB1

	2.
	Test connection to Outlook / Entourage

	Expected Result
	Successful connect to Outlook and send / receive mail

	Actual Result
	




[bookmark: _Toc331054249]7.7	Restore to Primary DC UKLAB2

	Test ID: 
	DCFAIL-107

	Procedure Description:
	Restore to Primary DC UKLAB2

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Please refer to section 5 and 6 of this document

	2.
	

	Expected Result
	Successful restored to UKLAB2 DC

	Actual Result
	




[bookmark: _Toc331054250]7.8	Test Client connectivity for UKLAB2 User 

	Test ID: 
	[bookmark: _GoBack]DCFAIL-108

	Procedure Description:
	Test Client Connectivity for UKLAB2 User

	Prerequisites:
	Exchange 2010 Test environment
Connectivity between 2 datacentres

	Step
	Actions

	1.
	Launch Outlook for a user that resides on a mailbox server on UKLAB2

	2.
	Test connection to Outlook / Entourage

	Expected Result
	Successful connect to Outlook and send / receive mail

	Actual Result
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